Introduction to Machine Learning

placeholder

1 Regression

1.1 Supervised Learning

Supervised Learning is the task of 'learning’ a function
relationship, based on a given set of inputs/outputs.

Some terminology:

r€R? Inputs (Attributes/Covariates)
o(z) e RP Features

yeR Outputs (Targets/Labels)

D = {(zi,y:)}~, Training Set

D’ Test Set

f:RP >R Predictor (Model)

1(f(2), ) Loss

Machine Learning Pipelines can often be classified using:

F Function Class
L(f) Training Loss
Optimization Method

The function class F' is a set of parametrized functions. We are
looking for the f € F' that minimizes L(f).

D. Training Loss

1.2 Multiple Linear Regression

Multiple Linear Regression directly uses the z € R%.
Here, Fuffine = {f(2) = w"x + wo|w € R%, wy € R}.

Rmk. Why are we using linear functions instead?

Any estimator f € Fugine can be rewritten as f((‘;r, 1)) = (w, wo) T -
(z,1), thus we can augment the inpurs z — (z,1) and
instead search in Fjinear = {f(z) = " z|w € R4}

Loss Functions

D. Squared Loss I(f(z),y) := (f(z) — 9)2

Most common Loss Function, but sensitive to outliers.

D. Absolute Loss L (f(2),y) := |f(z) — y]

Less sensitive to outliers, but not differentiable.

D. Huber Loss

(f(z) —y)° @)=yl <6
(1f (@) =yl = 18) |f(x) =yl >5

Using parameter ¢, the penalization of outliers can be controlled

(ST

lhuber(f(x)ay) = {

Assymetric Loss: In some cases it is desirable to penalize
overestimation harder than underestimation, or vice versa.

D. Quantile Loss

L-(f(2),y) == Tmax{yff(x), 0}4’(1*7‘) max{f(sc)fy, 0}

Using parameter 7, over/underestimation can be penalized

Linear Regression

To find f := arg minL(f) we just look for w € R?.
.fEFiinear

. . 1 T \2
w:=arg minL(f,) = — (yi —w $z>
1(f (o))

A natural abuse of notation here is L(w) := L(fw).

This can be rewritten in matrix notation:

n T 2 2
S (wi—wTai) =y - Xu|
=1

The factor % is irrelevant for Optimization, it doesn’'t depend on w

So we find the usual problem:

N . 2

W = arg mlnHy - Xw”

weERY
The solution is a stationary point, so:
2 .
Volly = Xw|” =2XT(Xd —y) =0

Which yields the Normal Equation from linear algebra.

X" Xo=X"y



2 Classification

In regression, we search an f: R? - R, ie. y,9 €R.
In classification, we want § € Y C R, s.t. Y is discrete.

2.1 Binary Classification
We generally use Y = {+1, —1} and set § = sgn(f()).

So, a linear classifier where f(z) = w "z takes the form:

1 w'z >0
T
-1 wlz<0
D. Decision Boundary {x € R? ' f(z) = 0}

Like in regression, using features is again possible.

2.2 Surrogate Loss

We'd like to reuse the loss minimization from regression.
A natural metric for accuracy is simply checking if § = y.

D. Zero-One Loss

N

. 1 g#y
lo—1(9,y) = lyzy = { Y

0 9=

We could try minimizing this:

S loa(@y) = Y Tt@)y<o

(z,y)€D (z,y)€D

Unfortunately, lp_1 is non-continuous and non-convex.
We introduce surrogate loss to still apply GD.

Note how Iy, = Ij.y<0, 50 lp—1 only depends on z := g -y.

We thus define losses over z, that are cont. and convex.

D. Surrogate Loss

lep =€ 7 liog = log(1+e7%)

A notable dlfFerence is that I, is unbounded,
while [, = 1+ez €(—3,—1) forz<0.

This is better for outliers, thus ljog is usually preferred.

2.3 Logistic Regression
We assume wg = 0
We try to minimize ljog = log(1 + e~%), so:
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/—M

leog Zz = Zlog(1+e Yi W a:)

Assume {x;,y; 1, is linearly seperable, i.e.

Jw e R : yi-waZ->O Vi<n
——
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Then there are multiple valid decision boundaries. Addition-
ally, L(w) is then convex.

the distance z to the decision boundary is: ||zg]|2-| cos(0)].

0 between w, zo € R?

|w T o] B |w T g

wllz - lzoll (w2

llzoll2 - [ cos(8)] = [|lzoll2 - ”

Note if w is a unit-vector, this is just |w T zo|

D. Margin margin(w) := min y; - w ' a;
1<i<n

2.4 Solutions

D. Maximum Margin Solution

WMM = max min (yi -wai)
Jw|l2=11<i<n

If D is linearly seperable, this is convex.
Rmk. Also called hard-margin SVM, assuming lin.-sep. data

D. Support Vector Machine

wsym = min |Jw|lz st y; - wlz; >1 Vi<n
weRd

Solving these problems is actually equivalent, up to scaling:
WsVM

———— = wWmM (This also holds for the case wg # 0)
|wsvm|l2

By relaxing the SVM constraints, we can use the SVM prob-
lem on lin.-insep. data too:

yi-w' x; <1 — yi-ow' x; <1—C

D. Soft-margin SVM

n T
. 2 yirw x> 1=
wsM =  min [lw]]*+A E Gi ) st )
weRE, (ER™ — Ci >0 Vi<n
A (hyperparam.) intuitively controls how much a violation is penalized

Another perspective: The optimal (; are:

lfylwa:z:i |fwaT:cZ§1
G =
0 else

So the problem can be formulated without ¢ too:

D. [>-penalized Hinge Loss Optimization

HllIl <|w|| +)\Zmax 0,1—y,-w 9:1))

1=1

Hinge Loss



2.5 Gradient Descent for Classification

In practice, instead of explicitly solving wsym or wmm, GD
is usually applied on a diff.-able convex surrogate loss.

2.5.1 On linearly seperable data

Assuming {x;, y; }7_, is lin. seperable, L(w) = £ 37" | liog(2;)
is convex, but no global optimum exists. Using GD, L(w)
will approach 0, but the iterates {w® | t € N} diverge. How-

ever, w' may converge in direction, and interestingly:
Th. GD converges to wmm for lin.-sep. data (log. loss)
wt

A o = oMM

On L(w) (logistic regression), p =1
2.5.2 On linearly inseperable data
Assuming {x;,y; }_, is strictly lin. inseperable, i.e.

Vw#£0: Ji<n: y-w' az;<0

Th. GD converges on lin.-insep. data (log. loss)

I eR?:  limw' =

On L(w) (logistic regression), = ——=

,TI’Y\JX

(X)

Rmk. Only holds for ljos. In general, this is a hard problem.

2.6 Multiclass Classification
What if || > 27 E.g. Y = {cat, dog, fish}

Idea: Train K := |Y| classifiers f1,..., fx € F.
Why not one f? E.g. discretize further: 1 — cat, 2 — dog, 3 > fish.

Problem: this assignment suggests cats are closer to dogs than fish.

We can then predict the class using these fk:

J(z) = arg maxfk(x)
1<k<K

This leads to one decision boundary per class.

D. One-vs-Rest Training
Train each model seperately by relabeling for each fj:

-1 yi=k

1. Define Dy = {x;,y;} where g; := {1 i £k

2. Run binary classification on Dy to get fi
This leads to K classification problems, which might be slow

Another way to reuse the existing methodology is to use a
new loss:

D. Cross-Entropy Loss

eXp(fy(I)) >

lee Alxw..,A x), =—lo =
(fi@), fx@), v) g<2£(=1exp(fk(x))

fi(z) €R
lce encourages the true class fy (z;) to be the largest fi,(x;).
Rmk. For K = 2, if we use ¥ = {+1, —1} then lce = liog.
The parametrized optimization problem then is:
n
o, D (Z oo, yz))

Here, w € R4XK

This then yields fk = fun

is a matrix: w = (w1, ..., W)

Rmk. These methods may lead to very different decision boundaries!

2.7 Generalization

First, a lot of assumptions:

1. Inputs X € X come from a prob. distribution Px

2. Training & Test set sampled i.i.d. from same distribution
Note that in general, this is rarely true.

3. There exists a ground-truth y*
4. The observed labels are noisy: (y | z) = €-y* ()

A mutliplicative noise model, unlike lin.-reg. : ¥V = f*(X) + €

5. € is also from a prob. distribution P,
Not necessarily indep. from x!

Focusing on y*(z) € {+1, -1}, we set € € {+1,—1}.
Intuitvely: € just flips the label

This allows defining a Joint-Distribution

Plz,y] = Py[z] - Ply | 2]

2.7.1 Evaluation

An intuitive metric to check is proximity to y*:
Which can be done using the 0-1-loss

Now, we can define the expected classification error:
Ex [Z(Q(x)a’y*(x))] =Ex {H'g(a:);éy*(x)} = P{Q(Jﬂ) # y*(fﬂ)]

We can’t compute or estimate this, since we don’t have y*.
However, we can find an estimate of Ex y [[(§(X),Y)] using
the observed X,Y.

Why is this useful? It approximates the generalisation error:

D. Generalisation Error (0-1-Loss)
L(fiPxy) = Exy [((F(X),Y)] =Pxv (5 £ )
We can empirically evaluate this on a test set:

1
e %

%,Y) € Drest

Ly (@) (2)



2.8 Hypothesis Testing
Classical statistical methods can also be used.

D. Asymmetric Errors
Misclassifications may be weighted differently.
Mistakenly classifying « with y*(z) = 1 as 2, may be worse than 3.

For binary classification, we may label:
+1 — " Positive" — 1 — "Negative"

This leads to the notion of confusion matrices.
\ y=-1 y=+1
gy=—-1] TN FN (Type )
g=+41| FP (Typel) TP

D. Empirical Measure
For an event A C X x {+1,—1}

1 n
Pn[A] = E Zl(fi,yq‘,)GA
=1

D ={(zs,yi) | i <n} C X x{+1, -1}
P, [A] is the percentage of (z,y) € Dyain that belong to A.

L. P,[4] is an estimate of Px y[A]:

lim Pn [A] = ]P)X7y [A] (Law of large numbers)

n—oo

Rmk. Asymmetric Loss in binary lassification

We can now weigh FP, FN differently in the 0-1-error:

CFN CrP
ey g we g
- 11 Z 7 =-1 Y
e |y =+1}] (z,y),y=1 {z 1y } (z,y),y=-1
#FN #FP

Here cpp, cpn are the weights for penalization
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